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Abstract

Intelligent behavior requires neural representations to change with new demands while
preserving learned structure. The prefrontal cortex is central to this ability, but the mechanisms
are unclear. Here, we tracked medial prefrontal neurons for months as mice learned an
association task with successive rule switches. Learning progressively stabilized when
individual neurons were active during a trial, but not what task variables they responded to.
Neurons repeatedly gained, lost, or changed selectivity even after their activity profile had
stabilized. We developed Sparse Tensor Component Analysis to show that, rather than
reflecting random drift, dynamic single-neuron selectivity arose through rule-dependent
recombination of a fixed set of task representations. Thus, learning established a stable
temporal scaffold in the prefrontal cortex within which neurons participated flexibly in
different representations.
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Introduction

A hallmark of intelligence, in biological and artificial systems alike, is the ability to retain what
has been learned while continuing to learn something new. The prefrontal cortex (PFC) is
central to this flexibility: it forms task representations during learning and updates them as the
relations among cues, actions and outcomes change (/-8). Selectivity for the task variables that
define a to-be-learned association develops in prefrontal neurons and strengthens over training
(9, 10), so that neurons respond more distinctly across task conditions at expert performance
(11-17).

Longitudinal recordings in the hippocampus and several neocortical regions show that neuronal
responses associated with specific task events change across days even when behavior remains
stable, a phenomenon termed representational drift (/8-23). This continual reconfiguration has
been proposed to support learning and flexibility by keeping alternative neuronal
configurations available for new associations (24-26). Paradoxically, drift is not a prominent
feature of the PFC. Longitudinal studies instead found temporal activity patterns that persist
across days and even across changes in task contingencies, i.e., rules (27-29). How can a region
central to learning and adaptation show such stable activity? More generally, what property of
a prefrontal neuron's response changes across learning, and what does learning stabilize?

Answering this question requires distinguishing two properties of a neuronal response that are
typically conflated and treated as one. Activity is a neuron's firing-rate profile over a trial: how
strongly, and when, it responds. Selectivity is the difference between its responses across
conditions of the same task variable: what cue, action, or outcome it distinguishes. The two
need not change together. A neuron can retain the same overall activity profile while changing
which condition evokes the stronger response; conversely, it can preserve a condition
preference while shifting when it is active. Distinguishing the timing from the content (the
“when” from the “what”) in cognitive coding is difficult in many behavioral tasks because task
variables change as the trial unfolds. For example, an animal's position in a maze covaries with
elapsed time, so a shift in when a neuron responds can look like a change in what it represents
(18, 21, 24, 27, 28). Reports of stable or drifting responses therefore do not, by themselves,
reveal whether learning acts on neuronal activity, selectivity, or both (30).

Separating activity from selectivity leads to two accounts of prefrontal learning. In the first,
activity-selectivity coupling, learning binds selectivity peaks in time to activity peaks. When a
rule switch invalidates the learned association, activity and selectivity should be disrupted
together before a new code forms (Ho, Fig. 1A). In the second, activity-selectivity uncoupling,
learning stabilizes when neurons are active, creating a temporal scaffold for the evolving trial,
while selectivity can be reassigned as task demands change. A rule switch should then alter
what individual neurons distinguish without erasing when they respond (Hi, Fig. 1B). This
second account would allow the PFC to preserve the structure of a task while flexibly changing
the associations implemented within it. Distinguishing these accounts thus requires following
the same neurons throughout learning and, importantly, across changes in task rules, while
examining activity and selectivity separately.

We tested these conceptual extremes by tracking the same medial PFC (mPFC) neurons for
months as mice learned three successive cue-action-outcome associations (3/). The rule
switches changed which cue predicted each action and outcome but preserved the sequence
and timing of events within a trial, allowing changes in task variable selectivity to be separated
from changes in temporal activity. Learning progressively stabilized when individual neurons
were active, and these temporal profiles persisted across rule switches. By contrast, the
selectivity of individual neurons did not stabilize, neither within nor across rules (in line with
Hi, Fig. 1B). To identify the source of this transient selectivity, we developed Sparse Tensor
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75  Component Analysis (STCA), a method that decomposes population activity into a set of
76  recurring task representations and separates, for each one, which neurons contribute from how
77  strongly they are engaged in a given session. Single-neuron selectivity changed across sessions
78  not because neurons changed their functional identity, but because the PFC recombined task
79  representations as the rule changed, recruiting a given neuron into some of the representations
80  inone session and releasing it in another. This arrangement allowed prefrontal neurons to retain
81  the structure of a learned task through their stable activity profile, while encoding new
82  associations through changes of their selectivity. Thus, the network could adapt without
83  rebuilding what it had already learned. Together, our findings extend beyond the rodent
84  prefrontal cortex and demonstrate how a cortical neural circuit bears on a challenge common
85  to any adaptive system evolved for intelligent behavior.
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87  Fig. 1. Competing accounts of learning. (A) Activity-selectivity coupling (Ho). Individual neurons display peaks
88 of activity that are localized in time and tile the trial. Activity increases during learning, but retains its peak timing.
89 The peak of activity temporally coincides with the peak of selectivity. Selectivity increases during learning.
90 Neurons retain their selectivity and express it persistently. After a switch of task contingencies, both activity and
91 selectivity collapse, and neurons return to the non-selective state. (B) Activity-selectivity uncoupling (Hi).
92 Individual neurons display temporally localized peaks of activity as in Ho. Selectivity increases during learning.
93 However, neurons switch their selectivity from session to session and only express it transiently. After task
94 switches, activity is retained, and changes of selectivity reflect the new task demands.

95  Rule-switching task and longitudinal neuronal recordings

96  To investigate how learning and changing task demands shape single-neuron and population-

97  level representations in mPFC, we trained head-fixed mice (N = 12) to perform a cue-action-

98  outcome association task with implicit, uncued rule switches. In each trial, an auditory stimulus

99  (cue) of either high or low frequency noise was presented from either the left or right side
100  (Fig. 2A). Following the cue, two spouts advanced toward the mouse, and the animal had to
101  lick the correct spout to receive a water reward. Whether a trial was correct or false depended
102 on the current task rule. The trial structure, i.e., the sequence and timing of cue, response and
103 outcome, remained unchanged for all rules. The animals acquired three task rules sequentially
104  through trial-and-error (Fig. 2B). The animals were first trained to follow cue location (left or
105  right; R1), followed by cue frequency (low or high; R2), and finally cue frequency with
106  reversed cue-action mapping (R3). The entire training duration spanned up to three months
107  (one session per day) (Fig. 2C). Sessions were categorized by performance into novice,
108 intermediate and expert learning stages (below 60 %, 60 to 70 % and above 70 % accuracy,
109  respectively).

110 We recorded the activity of a total of 3,556 mPFC excitatory projection neurons (GCaMP6f
111 expressed under the CamKII promoter) across learning using chronic microendoscopic single-
112 photon calcium imaging (Fig. 2D). For each task rule, we acquired imaging data in all three
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113 learning stages. We retained 2,604 units that were imaged in more than one session for further
114  analysis, as these showed significantly increased signal-to-noise ratio and spatial footprint
115  consistency compared to single-session units (fig. S1). For STCA, calcium activity was
116  deconvolved to estimate putative spike events (32, 33) (Fig. 2E). Each neuron’s activity was
117  normalized by z-scoring, using its session-specific mean and standard deviation. 88 % of
118  neurons (2,299/2,604) exhibited task-related activity, i.e., changes in activity across trial epochs
119  (pre-cue, cue presentation, response, inter-trial interval; one-way ANOVA, p < 0.05 in at least
120 one session). Responses of individual neurons varied with cue location and cue frequency and
121  changed with rule switches, indicating they tracked task contingencies and the animal’s
122 behavior (Fig. 2F to H).

123 To quantify task variable selectivity, we computed effect sizes (w?, percent explained variance)
124 for each neuron using a two-way ANOVA, with cue location and frequency as main factors.
125  Unless stated otherwise, we included correct and error trials in our analyses to comprehensively
126  capture the learning process. In R1, population-averaged selectivity for cue location gradually
127  increased with learning, while selectivity for cue frequency remained low (Fig. 21, top). After
128  the switch to R2, selectivity for cue location dropped sharply and continued to decline, whereas
129  selectivity for cue frequency rose steadily (Fig. 21, middle). Because the presented cues were
130  identical across rules, this suggests that the observed selectivity reflected emerging decision-
131  related processes rather than pure sensory encoding. Similar selectivity time courses were
132 observed after the switch to R3 (Fig. 21, bottom). Notably, with learning, the onset of task-
133 relevant selectivity shifted forward in time from the response epoch to the cue, indicating that
134  the animals had successfully acquired the cue-action-outcome association (Fig. 2J). Together,
135  these results show that prefrontal population-level selectivity dynamically evolved with
136  learning and reflected changing task demands.
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138 Fig. 2. Behavioral task and longitudinal neuronal recordings. (A and B) Cue-action-outcome association task.
139  Mice responded to an auditory stimulus (cue) by licking either the left or right spout for reward. The animals
140  acquired three task rules sequentially (R1, location; R2, frequency; R3, frequency with reversed cue-action
141 mapping) through trial-and-error. (C) Single-animal learning curves and group means. Cut-offs for novice,
142 intermediate and expert learning stages are marked. (D) Miniscope calcium imaging over mPFC (prelimbic cortex,
143 PrL). Fields of view (maximal intensity projection) and spatially registered neurons from the R1 and R3 expert
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144 sessions (top and bottom, respectively). Colored contours mark example neurons. One neuron is shown registered
145 across all nine imaging sessions. (E) Calcium traces and deconvolved calcium events from three example neurons.
146 (F to H) Activity of three example neurons, z-scored to the entire session, in correct trials of each rule's expert
147 session, split by condition. Solid and dashed lines mark trial-averaged activity and trial epochs, respectively.
148 (I) Selectivity for cue location and cue frequency (expressed as ®? percent explained variance, PEV), averaged
149 across all neurons, split by learning stages and rules. (J) Magnification of cue-epoch selectivity. Darker shades
150 indicate later learning stages. Horizontal bars mark time points with significant differences between location and
151 frequency selectivity (Wilcoxon signed-rank test, Bonferroni-corrected, family-wise error rate < 0.05). Error
152 bands, SEM across neurons. C, cue epoch; R, response epoch; ITI, inter-trial interval.

153  Stable population representations with reoriented projections after rule switches

154  We next investigated how the mPFC transformed sensory cue information into behavioral
155  choices and how learning shaped this transition. Of the 12 implanted mice, six completed all
156  three rules, yielding nine imaging sessions per animal and 54 in total. Two animals contributed
157  less than 10 neurons that were recorded across all sessions and were therefore not included in
158  further analyses. In the remaining four mice (performance from novice to expert, R1: 51 +
159 1%,62 +2%,80 + 1% ; R2: 53+ 3%,63+4%,77 +3%; R3: 37 +3%,64 + 6%,78 +
160  2%), we recorded 170 neurons across all nine sessions. Of these, 149 neurons were task-related
161  (one-way ANOVA across trial epochs, p < 0.05 in at least one session). We performed cross-
162  temporal decoding, training binary support vector machine (SVM) classifiers to predict cue
163 location (left or right), cue frequency (high or low) and behavioral choice (lick left or right) on
164  a trial-by-trial basis (34). Across animals, decoding accuracy for all task variables increased
165  with learning (Fig.3A). During the cue epoch, decoding of the task-irrelevant sensory
166  dimension (i.e., cue location in R2 and R3, and cue frequency in R1) also exceeded chance
167  level, mirroring the brief rise in population selectivity above baseline for both relevant and
168  irrelevant sensory dimensions during cue presentation (Fig. 2I). This effect persisted after error
169  trials were excluded (fig. S2A). In the response epoch, decoding of the task-relevant sensory
170  dimension closely tracked choice decoding, indicating that the corresponding sensory and
171  choice coding axes were aligned.

172 These results suggested that mPFC neurons encode multiple sensory subspaces early in the
173 trial, regardless of their task relevance, and that the task-relevant subspace is then selectively
174  projected into the choice subspace as learning progresses (Fig. 3B). We examined how these
175  representations evolved across learning using cross-session decoding (fig. S2B and C).
176  Stability across sessions would argue for successful generalization (35). Choice decoders
177  generalized well across sessions. For instance, a decoder trained in R1 predicted choices in R2
178  (fig. S2B), and a decoder trained in R2 generalized to both R1 and R3 (fig. S2C), suggesting
179  that choice representations were stable and shared across rules despite contextual changes. By
180  contrast, cue location decoding in R1 did not generalize after rule switch to R2 (fig. S2B).
181  Notably, cue frequency and choice decoders trained in R2 still decoded frequency in R3 in the
182  cue epoch and choice in the response epoch, respectively. This indicated that these
183  representations were preserved after the rule switch (fig. S2C). However, the two traces
184  diverged in the response epoch and formed inverted, mirror-symmetric versions of each other.
185  This pattern reflects the reversal of cue-action mappings from R2 to R3 and the gradual
186  adaptation to the new rule, such that the projection from the sensory (cue frequency) subspace
187  onto the action (choice) subspace was reoriented in the opposite direction (fig. S2D).

188  To quantify this reorientation, we measured cosine similarity between decoder hyperplanes in
189  the second half of the response epoch (Fig. 3C). Alignment increased between cue location and
190  choice in R1. In R2, alignment emerged between cue frequency and choice, which was then
191  disrupted and reinstated in R3. Together, these results show that choice representations
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192 generalized across rules, whereas the alignment between the task-relevant cue dimension and
193 the choice strengthened with learning and reorganized after rule switches.
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195 Fig. 3. Transition from sensory cue to behavioral choice. (A) Prediction accuracy of linear binary SVM
196  classifiers decoding cue location, cue frequency and behavioral choice, trained at each trial timepoint and tested
197 at all timepoints within a session (N = 4 animals, n = 149 task-related neurons; correct and error trials). Choice
198 decoding is omitted for R1 novice, because strong response biases resulted in too few trials of the non-preferred
199  choice for conditions to be balanced. (B) Schematic of within-trial population dynamics in the expert stage
200 (example for R1). Task variables are represented in distinct subspaces (left); as the trial progresses, the task-
201  relevant cue subspace aligns with the choice subspace (right). (C) Decoder hyperplane alignment, defined by the
202 cosine similarity between hyperplanes during the second half of the response epoch within each session, plotted
203  across sessions for each rule. Error bars, SEM across animals.

204  Stable activity and transient selectivity at the single-neuron level

205 Now we asked how single-neuronal responses changed across leaning. To distinguish the
206  competing conceptual accounts (Fig. 1), we separately tracked each neuron’s temporal activity
207  profile and its task-variable selectivity. To avoid selecting neurons by the activity we set out to
208  characterize, we analyzed all 170 neurons recorded in all sessions rather than preselecting task-
209  related units. To track the evolution of neuronal activity across learning, we sorted neurons by
210  the latency of their activity in the R1 expert session (Fig. 4A). Latency was defined as the onset
211  of five consecutive time windows (100 ms width), in which activity exceeded 80 % of the
212 neuron’s peak averaged activity. No temporal sequence was evident in the novice session. A
213 structured, trial-spanning pattern only formed gradually with learning (intermediate stage).
214  This temporal structure remained stable across subsequent sessions and even persisted after
215  rule switches. Next, we compared this activity pattern to the selectivity of task-relevant
216  variables (cue location in R1, cue frequency in R2 and R3), preserving the neuron sorting by
217  activity (Fig. 4B). In contrast to the stable activity profiles, the selectivity pattern lacked
218  temporal structure and became increasingly fragmented and temporally unstable across
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219  sessions. Some neurons lost their selectivity, while others showed shifts in the timing of their
220  peak selectivity.

221  To quantify temporal stability, we computed Pearson correlations of activity and selectivity
222 across sessions for each neuron. Activity correlations, averaged across neurons, were high
223 overall (Fig. 4C, top). By contrast, the selectivity correlations exhibited near-zero off-diagonal
224 values, reflecting poor consistency across sessions (Fig.4C, bottom). Activity was
225  significantly more stable than selectivity (Fig. 4D).
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227 Fig. 4. Activity-selectivity uncoupling across learning. (A) Mean calcium activity (z-scored) of all tracked
228 neurons (N = 4 animals, n = 170 neurons), split by learning stages and rules. Neurons are sorted by activity
229 latency in the R1 expert session (red box). (B) Selectivity (o> PEV) for the task-relevant cue dimension (R1:
230 location; R2, R3: frequency), preserving the same neuron order as in (A). (C) Pairwise Pearson correlation of
231  single-neuron activity (top) and selectivity (bottom) between sessions, averaged across neurons. (D) Distributions
232 of correlation coefficients in (C) across all neurons and session pairs (two-sample Kolmogorov-Smirnov test;
233 % p < 0.001). Box, median and quartiles; whiskers, non-outlier range; points, outliers. (E to G) Percentage of
234 neurons (total n = 402 (R1), 445 (R2), and 397 (R3) in N = 4 animals) selective for the task-relevant cue
235 dimensions (R1: location; R2, R3: frequency), split by task epochs (cue, response and ITI) and learning stages.
236 The links denote selectivity transitions between sessions. For each rule, all neurons were included that were
237  recorded in all three sessions.

238  Foreach rule, we quantified the transition of selectivity at the single-neuron level by calculating
239  the percentage of neurons selectively encoding the task-relevant cue dimension in different
240  epochs (n = 402, n = 445, and n = 397 neurons recorded in all three sessions of R1, R2 and
241  R3, respectively). The proportion of selective neurons increased across the entire training
242 duration (Fig. 4E to G). Cue selectivity emerged only after the R1 novice session (Fig. 4E).
243 Importantly, in all rules, the dominant transition pattern was between non-selective and
244  selective neurons (31.0 % + 1.3 of neurons, averaged across all six transitions). Shifts of
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245  selectivity between different epochs (7.4 % + 1.8) and maintenance of selectivity in the same
246  epoch across sessions (8.8 % + 1.8) were much less frequent. In other words, distinct, non-
247  overlapping, subsets of neurons were recruited at different learning stages. Together, these
248  results support dynamic selectivity changes across learning at the single-neuron level,
249  embedded within a stable prefrontal “activity frame” for task structure (activity-selectivity
250  uncoupling; Fig. 1B, Hi).

251  Reconciling single-neuron transient selectivity with stable population representations

252  Next, we asked how the stable, low-dimensional population representations (Fig. 3) can be
253 reconciled with the transient single-neuron selectivity and ad hoc recruitment across sessions
254  (Fig. 4). Stability at the population level does not require neurons with stable tuning (23). If
255 each representation occupies a distinct, stable subspace, a neuron's contribution to the
256  population code can be described using two properties (factors): first, its functional identity,
257  i.e., which subspaces the neuron can engage in (that is, which representations a neuron can
258  carry); and second, its expression, i.e., how strongly the neuron engages in the subspaces in a
259  given session. In this framework, a neuron's selectivity is then not an invariant intrinsic property,
260  but rather the joint (multiplicative) result of a fixed functional identity and a session-varying
261  expression. The observed loss and re-emergence of neuronal selectivity across sessions (Fig. 4)
262  could therefore reflect changes in expression rather than a loss of identity. Within this
263  framework, the same observed transient selectivity can arise in two ways. A neuron that
264  engages in a single subspace (i.e., has a single identity) may do so more strongly in some
265  sessions than others, appearing as selective when its expression is strong and non-selective
266  when it is weak. Alternatively, a neuron that engages in several subspaces (i.e., has multiple
267  identities) may shift how strongly it engages in each from session to session, re-weighting their
268  combination and with it its observed selectivity.

269  Both accounts explain transient selectivity in terms of what individual neurons contribute to
270  the population code, which is informative only if individual neurons are an identifiable part of
271  thatcode, i.e., only if each representation can be traced to a sparse, strongly contributing set of
272 neurons (36). In contrast, under a fully distributed, non-sparse code, every neuron instead
273  contributes a very small share to every representation, meaning the population representation
274  cannot easily be traced to individual neurons. Therefore, to make single-neuron contributions
275 to the population code tractable, we decomposed population activity into task-related
276  representations, each characterized by a specific temporal response motif (condition-specific
277  activity; time factors), and implemented by a set of strongly coding neurons (Fig. SA). Their
278  contributions to each representation (loadings) are described by the product of neuron factors
279  (functional identity) and session factors (expression) (Fig. 5B). Sparsity was imposed only on
280  the neuron factors and not on the session factors, because neurons could in principle contribute
281  to the same subspace persistently over time. Because this method operates on tensor-structured
282  data, similar to tensor component analysis (37), we refer to it as Sparse Tensor Component
283  Analysis (STCA).

284  STCA directly tests the above premise that a neuron's functional identity is fixed. If fixed, each
285  representation is carried by a single, stable subpopulation, yielding a rank-1 loading matrix
286  (Fig. 5C, left). If instead a representation recruits different subpopulations at different times,
287  the neuronal identity shifts across sessions and the loading matrix has higher rank
288  (Fig. 5C, right). Transient selectivity would then reflect a shifting identity rather than the
289  changing expression of a stable representation. The two possibilities can therefore be
290  distinguished by the rank of the loading matrix for each sparse component (SC) (Fig. SD).
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291  We first isolated cue-dependent neuronal activity from time-dependent (i.e., cue-independent)
292  signals and their interaction by demixing (n = 170 neurons recorded across nine sessions, see
293  Fig. 4) (38). We then applied STCA to the cue-dependent activity and determined the number
294  of SCs and their ranks using a grid search with two-fold cross-validation. The optimal model
295  produced four SCs (reconstruction R? = 0.159), each with a rank-1 loading matrix (Fig. 5E).
296  These results confirmed that a neuron's functional identity was indeed fixed, and that the
297  observed transient selectivity instead reflected session-to-session changes in the extent to
298  which it engages in a specific subspace.
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300 Fig. 5. Sparse Tensor Component Analysis. (A) STCA factorizes the data tensor X into a representation matrix
301 U and a loading tensor V; each tensor slice is the loading matrix of one sparse component (SC). (B) For SC i at
302 rank 7, the loading matrix factorizes into a neuron-factor matrix I/;(N) and a session-factor matrix V;(S), with each
303 rank defining a distinct neuron contribution pattern. Sparsity is imposed on the neuron-factor matrices. (C) Two
304 scenarios for the session factor matrix regarding how a neuronal population contributes to an SC across sessions:
305 fixed identity (rank 1) or shifting identity (rank > 1). The neuron factor matrix shares the same rank. Rows,
306  contribution patterns; columns, sessions. (D) For each SC, a single temporal motif (represented by the time
307 factors) can be carried by multiple neuronal subpopulations with distinct expression across sessions (represented
308 by neuron factors and session factors, respectively). Neuron-factor vectors and session-factor vectors are
309 separately constrained to be orthogonal across ranks. (E) Mean squared reconstruction error (MSE) between the
310  demixed cue-dependent activity and its STCA reconstruction in the held-out test fold, plotted as a function of

311 model hyperparameters (two-fold cross-validation); top, ranks per SC; bottom, number of SCs. Red dot, selected
312 value.

313 Neuronal engagement in multiple stable subspaces

314  SC time factors displayed condition-specific modulation, separated by either cue location (SC1)
315  or cue frequency (SC2, SC3 and SC4) (Fig. 6A). These components were contributed by small
316  subsets of neurons (high kurtosis of the neuron factor distribution, Sparsity Index (SI) > 1.0;
317  Gaussian distribution: SI = 1) (Fig. 6B). Inspection of the session factors revealed that these
318  sparse subpopulations were recruited in an ad hoc, rule-dependent manner: SC1 dominated in
319  RI1 (location rule), while SC2 dominated in R2 and R3 (frequency rules). SC3 and SC4 inverted
320  their contributions from R2 to R3 (Fig.6C). Neurons dominating each component

321 (|Vi(N) | > 1.5 SD) showed stable activity, yet transient selectivity (fig. S3). Notably, behavioral
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322  performance was differentially reflected in each SC. SC1 and SC2 neurons showed higher
323 activity in correct trials, while SC4 showed higher activity in error trials.

324 To investigate how rule-dependent recruitment evolved across learning, we projected loadings
325 averaged across neurons in each session into a two-dimensional space spanned by SCI1
326  (location contrast) and SC2—SC4 (frequency contrast) (Fig. 6D). The population state advanced
327  along the location dimension during R1, shifted toward the frequency dimension after the rule
328  switched to cue frequency (R2), and inverted along the frequency dimension once the cue—
329  action mapping was reversed (R3).

330  Neuronal engagement in the SC subspaces was not mutually exclusive. Individual neurons
331  contributed to multiple SCs (Fig. 6B), with an effective 2.2 + 0.7 SCs per neuron (mean + SD
332 across 170 neurons). We refer to this property as neuronal multifunctionality. These neuron
333  factors remained fixed across sessions, whereas each SC’s session factor determined the
334  magnitude and sign of its expression in a given session. Changes in the relative session
335  expression among SCs could therefore alter the net selectivity of a multifunctional neuron
336  without changing its underlying functional identity. To test whether each neuron’s contributions
337  to multiple SCs accounted for selectivity, we compared single-neuron ANOVA sum of squares
338 (SSioc and SSpq w?) with the log-transformed squared STCA-predicted condition contrasts

339 for all individual SCs ( AU; = U™ — U™ or UM —Ul™,i=1,..,4) and their
340  combination across sessions. STCA-predicted contrasts covaried significantly with measured
341  selectivity for both cue dimensions (location, Spearman’s correlation p = 0.10, p < 1075;
342 frequency, p = 0.22, p < 107%), indicating that STCA captured a significant portion of
343  selectivity variability. To test whether multifunctionality is required to explain transient
344  selectivity, we asked whether selectivity was better explained by a single SC or by their
345  combination. For cue location, SC1 alone accounted for a substantial fraction of the variance,
346  but the full model still performed significantly better (Fig. 6E, top). In contrast, under the
347  frequency rules, no single SC explained selectivity well, whereas the combined model
348  substantially improved prediction (Fig. 6E, bottom), indicating a stronger contribution of
349  multiple SCs. Together, these results suggest that prefrontal neurons engage in multiple stable
350 task-related subspaces and that the transient selectivity observed at the single-neuron level
351  arises from re-weighting of their engagement in SCs across learning, rather than from changes
352 of their functional identity.
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354 Fig. 6. Subpopulations of multifunctional neurons. (A) Time factors for the four SCs and cue conditions.
355  (B) Distributions of neuron factors (VL.(N)) for each SC. Colored dots mark dominant neurons of each SC
356 (|Vi(N)| > 1.5 SD, dashed lines). SI, sparsity index. (C) Session factors (Vz(s)) for each SC. Signs for SC1, SC3,
357 and SC4 are flipped for visualization. (D) Evolution of session-average neuronal loadings in a space spanned by
358 SC1 and SC2-SC4. Two trajectories (color, gray) are shown for two neuron groups split by the sign of their SC4
359 neuron factors. Each dot marks one session. Arrows mark session order. (E) Prediction performance (R?) for cue
360 location selectivity (top) and cue frequency selectivity (bottom) using single SCs or all SCs combined.
361  Performance was evaluated by five-fold cross-validation across neurons, repeated 100 times. Box, median and
362 quartiles; whiskers, non-outlier range; outliers not shown. *** p < 0.001, Wilcoxon signed-rank test.

363 Discussion

364  We chronically recorded single-neuron activity in mPFC over several months as animals
365 learned cue—action—outcome associations and adapted to successive rule changes. At the
366  population level, task representations generalized across learning and tracked rule switches
367  through the projection between them. At the single-neuron level, selectivity was strikingly
368  transient. Neurons repeatedly gained, lost, or changed selectivity even after their temporal
369  activity profiles had stabilized. STCA reconciled these observations by recovering a small set
370  of population representations (SCs), each stably contributed by the same subset of neurons (its
371  “substrate”), yet with neuronal engagement levels that varied from session to session. Thus, we
372  identify a population-level, prefrontal cortical mechanism for cognitive flexibility, where
373  volatility in single-neuron selectivity is not a destabilizing departure from a stable population
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374  code, but the expected signature of multifunctional neurons participating in task representations
375  that are dynamically recombined as task demands evolve (Fig. 7).

r
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376

377  Fig. 7. Rule-dependent subspace reconfiguration underlying transient selectivity. Schematic linking SCs to
378 single-neuron selectivity. Population activity decomposes into four SCs, each a distinct representational subspace.
379  Top, each SC contributes condition-specific activity (time factors) expressed differentially across sessions
380 (session factors) and carried by specific neuronal subsets (neuron factors). Single-neuron selectivity arises from
381 the weighted combination of these component-specific motifs. Multifunctional neurons engage in several SCs.
382 Shifts in their SC engagement across learning results in transient selectivity. Bottom, state space trajectories show
383  how different sets of SCs combine across learning and rules.

384  Separating timing from content in prefrontal cognition

385  All three rules preserved the timing of task events, including cue presentation, behavioral
386  responses and reward delivery after correct choices. Consistent with this common task structure,
387  single-neuron activity tiled the trial at stable times across rules (Fig. 4A). This tiling is in line
388  with the stable sequential dynamics previously reported in prefrontal cortex (27-29) and in
389  thalamocortical circuits (39, 40), suggesting that temporally organized activity in PFC reflects
390 an acquired stable scaffold of task structure (the “when”).

391  Within this scaffold, task-variable selectivity (the “what”) can be reconfigured, which is
392 directly captured by STCA. The three rules imposed different cognitive computational
393  demands. The R1-to-R2 switch required attention to a previously irrelevant dimension, in the
394  sense of set shifting (2, 3, 6, 41). The R2-to-R3 switch did not change the relevant dimension
395  butreversed the cue-action mapping, in the sense of reversal learning (42, 43). The organization
396  of'the SCs reflected this increase in computational complexity. Whereas the initial location rule
397  was comparatively simple and dominated by a single SC (SC1), multiple SCs were required to
398  capture the frequency contrast (Fig. 6E). The SC2-4 session factors captured signatures of
399  these two learning demands. The interference from the previous location rule showed in the
400  inverted U-shaped traces in R2 (peaking in the intermediate learning stage). After reversal and
401  without extra-dimensional interference, the traces increased monotonically again in R3
402  (Fig. 6C).

403  Relation of STCA to other linear dimensionality reduction methods

404  Existing dimensionality reduction methods do not capture the full structure recovered by STCA.
405  They either decompose population activity without isolating a motif from the sparse set of
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406  neurons that express it, e.g., demixed PCA or tensor component analysis (37, 38, 44), or depend
407  on predefined task labels and overlook latent motifs, e.g., targeted dimensionality reduction
408 (45, 46). STCA addresses these limitations by imposing sparsity directly on neuron factors and
409  extracting components without task labels, thereby isolating each motif from a small set of
410  strongly contributing neurons while leaving their functional identity to be inferred from its
411  within-trial dynamics. STCA therefore provides an unsupervised method for studying the
412  computational neuronal organization of cognitive flexibility, in which an inventory of stable,
413  low-dimensional motifs is recombined to implement distinct computations as task demands
414  change (46-48).

415  Multifunctional neurons and the substrate of flexibility

416  Mixed selectivity, where neurons respond to nonlinear combinations of task variables, is
417  thought to support flexible computation by expanding the dimensionality of the population
418  code beyond the number of task variables, so that arbitrary task variable contrasts can be
419  linearly read out from the same neurons (49-57). Our results extend the mixed-selectivity
420  framework in two ways. First, the relevant axes of mixing we identified represent integrative
421  functional identities, which are extracted directly from population activity and captured as SCs.
422  Traditional accounts of mixed selectivity, by contrast, are based on supervised, observer-
423 defined isolated task variables. Second, this mixture is not static. A neuron's selectivity in a
424  given session can be approximated as a linear combination of its stable contributions to
425  multiple SCs. Session factors determine when an SC is expressed in the population code,
426  whereas neuron factors define the stable substrate that supports it. Task variable selectivity can
427  therefore change substantially across sessions even when a neuron's functional identity, its
428  engagements in SCs, remains fixed.

429  Dynamic recruitment as an adaptive strategy

430  Multifunctionality accounts for only part of the volatility in single-neuron selectivity (Fig. 6E),
431  and additional sources likely contribute. From the learning animal's perspective, the task is not
432  a fixed external structure but an internal model it continually infers and re-parameterizes (7).
433 As learning proceeds, policy changes (52, 53), credit assignment shifts (54, 55), and temporal
434  compression can reshape the computation (56), rotating the relevant subspaces and varying the
435 mapping between neurons and those subspaces (45, 46). Such dynamics preserve low-
436  dimensional motifs and decision geometry while changing which neurons most strongly
437  instantiate them across sessions. Because this task-belief updating across learning is continuous
438  rather than discretely segmented into separable stages, the mapping between neurons and
439  subspaces cannot settle into a final form. Under activity-selectivity uncoupling (H1), plastic
440  neuron-to-subspace mappings can reassign neuronal selectivity and update internal variables
441  as animals adapt. By contrast, under activity-selectivity coupling (Ho), selectivity is bound to
442  activity, so the same update would collapse the activity scaffold and require a rebuild,
443  discarding what had been learned rather than keeping it for reuse. The transient selectivity
444  coexisted with a stable, decodable population representation that tracked rule switches (Fig. 3),
445  suggesting it is a crucial feature of the prefrontal code rather than a limitation of it.

446  The neuronal circuits of cognitive flexibility

447  Our analyses identify a computational organization but do not reveal its underlying circuit
448  architecture. One possibility is that the stable components identified by STCA are implemented
449  through the flexible recruitment of projection-defined neuronal populations. Supporting this
450  possibility, striatum-projecting orbitofrontal neurons can selectively and persistently encode an
451  individual decision variable (57), while dorsomedial-striatum-projecting mPFC neurons form
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452  temporally structured populations and contribute specifically to working-memory maintenance
453 (58). Combining longitudinal recordings during learning with projection-specific labeling and
454  perturbation will be necessary to determine whether dynamic recruitment reflects the selective
455  engagement of anatomically defined output pathways.
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486  fig. S1. Calcium imaging quality metrics. (A) Neuron count split by the number of sessions in which each was
487 detected (N = 12 animals). (B) Same layout as in (A) for signal-to-noise ratio (SNR; the likelihood of the
488  measured trace under an estimated noise distribution). Significance from a mixed-effects model (SNR~session +
489  (1|mouse): p;, = 1.2 X 107*, p,3 = 1.3 X 1072, pgq = 8.5 X 1075). (C) Same layout as in (A) for spatial
490 footprint consistency (rval; the correlation of each spatial footprint with its own average active frame).
491  Significance from a mixed-effects model (rval~session + (1|mouse): p;, = 8.8 X 1072, p,3 = 2.7 X 1072,
492 Pgo = 4.2 X 10™*). Box, median and quartiles; whiskers, non-outlier range; outliers not shown. *, p < 0.05, **,
493  p < 0.01, *** p < 0.001; n.s., not significant.
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fig. S2. Reorganization of population representations. (A) Cross-temporal decoding as in Fig. 3A but using
correct trials only (N = 4 animals, n = 149 neurons); R1 novice is omitted (too few correct trials per condition).
(B) Cross-session decoding. Binary SVM classifiers trained in the R1 expert session (shaded) and tested at the
same trial time across all sessions, decoding cue location, cue frequency, and behavioral choice (N = 4 animals,
n = 149 neurons; correct and error trials). (C) Same layout as in (B), but trained in the R2 expert session (shaded).
(D) Schematic of subspace transformation after the rule switch to R3. The frequency subspace rotates to its
inversion after cue presentation, reflecting a reversal of the cue-action mapping.
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503  fig. S3. Activity and selectivity of SC dominating neurons. (A) Top, mean calcium activity (z-scored) of the
504 dominant neurons for SC1, split by learning stages and rules. Neurons are sorted by activity latency in the R1
505 expert session (red box). Trial-averaged activity is overlaid (solid, correct trials; dashed, error trials). Bottom,
506 selectivity (w* PEV) for the task-relevant cue dimension (R1: location; R2, R3: frequency), preserving the same
507  neuron order as above. (B to D) Same layout as in (A) for SC2, SC3 and SC4. (E) Pairwise Pearson correlation
508 of single-neuron activity (top) and selectivity (bottom) between sessions, averaged across the dominant neurons
509 of SC1, as in Fig. 4C. (F to H). Same layout as in (E) for SC2, SC3 and SC4. Dominant neurons as defined in
510  Fig. 6B.
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511 Materials and Methods

512  Animals

513 All procedures were approved by the local regulatory authority (Regierung Oberbayern).
514  Male wild-type mice (C57BL/6J, Charles River), aged 8-10 weeks at the start of the
515  experiments, were housed individually under a reversed 12-hour light/dark cycle (lights off
516  during the day). Temperature and humidity were maintained at 24°C and 50%, respectively.
517  Mice had unrestricted access to food and water, except during behavioral sessions. Animal
518  health was monitored and scored daily.

519  Behavior task

520 Mice were pre-trained to respond to licking spouts by receiving three to four sessions
521  where only one spout was presented per trial in random order, with a water reward delivered
522  after a correct lick. Once mice consumed at least 800 pl of water in a session, they advanced
523  to the main task. In the auditory decision-making task, all 12 implanted mice learned to lick
524 one of two spouts for a water reward (5 pl) based on an auditory instruction cue: either a low-
525  frequency (4-8 kHz) or high-frequency (16-32 kHz) bandpass-filtered white noise at 75—
526 80 dB. Each trial began with a luminance increase on a monitor, followed by the auditory cue
527 (1,000 ms) and the presentation of both spouts. The first tongue contact during the 2,000-ms
528  response window was registered as the response. Correct licks triggered reward delivery and
529  retraction of the non-target spout. Incorrect licks led to retraction of both spouts and a 4,000-
530  ms timeout. In miss trials (no lick), both spouts were retracted after the response window.

531 Animals were trained on three implicit task rules based on cue location and frequency.
532  First, in the location rule, mice learned to respond to the left or right spout based on which
533  speaker played the cue. Once animals had acquired the first rule, the rule was switched to the
534  next. Then, in the frequency rule, responses were based on the cue’s frequency. Finally, the
535  cue-action mapping of the high and low frequencies was switched in a reversed frequency rule.
536  In a fraction of trials, only the target spout was presented, forcing the animal to make a correct
537  choice. These no-choice (forced) trials were interleaved within every session and across all task
538  rules. Because learning was modestly slowed after prelimbic cortex implantation, they aided
539  rule acquisition and kept responding balanced across the two spouts, reducing side biases.
540  Forced trials were excluded from analysis.

541 In vivo chronic calcium imaging

542 Chronic in vivo calcium imaging was performed using head-mounted miniature
543 microscopes (UCLA Miniscopes) to monitor neuronal activity. GRIN lenses (0.5 mm diameter,
544  ~6.1 mm length; Inscopix) were pre-coated with a mixture of silk fibroin and AAV
545  (AAVI1.CamKIL.GCaMP6f. WPRE.SV40, Addgene) (59). After a craniotomy above the
546  prelimbic mPFC, the coated lens was slowly lowered to the target depth, delivering the virus
547  during implantation. The implant was secured to the skull with dental adhesive and cement.
548  After recovery and at least four weeks of viral expression, a miniscope baseplate (Miniscope
549  Version 3, UCLA) was attached in a subsequent, non-invasive procedure to allow repeated
550 imaging. Imaging sessions were conducted during three stages (novice, intermediate, and
551  expert performance) in each rule, and calcium signals were acquired at a frame rate of 30 Hz.
552 Mice were habituated to head-mounting before recording. The novice sessions were defined as
553  the first session of each rule, while the expert sessions were recorded after mice reached a 70 %
554  correct rate. The intermediate sessions were recorded when the performance was between 60 %
555 and 70 %.
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556  Histological processing

557 Following behavioral and calcium imaging experiments, animals were perfused with 4 %
558  paraformaldehyde. Brains were post-fixed for 24 h with miniscopes in place, then sectioned
559  coronally at 120 pm using a vibratome. Sections were covered with mounting medium
560  (VectaShield) and imaged using a confocal microscope (Leica SP8) with tenfold magnification.
561  Confocal images were aligned with the mouse brain atlas (60) for verification of implantation
562  locations.

563  Extraction of calcium signals

564 Neuronal calcium signals were extracted using the open-source Python package
565 CalmAn (33). As an initial step for motion correction, the algorithm applies spatial high-pass
566 filtering using a Gaussian kernel with a size of 7 pixels to suppress background and enhance
567  structural features. Motion correction is then performed using the NoRMCorre algorithm in
568 CalmAn to infer the rigid shifts of each frame, and the estimated motion is applied to the
569  original data to preserve signal integrity. Source extraction was conducted using the CNMF-E
570  algorithm with parameters (minimum correlation of 0.8 and peak-to-noise (PNR) ratio of 10)
571  empirically selected. The correlation threshold was chosen around the local minimum in the
572  bimodal correlation distribution, and the PNR threshold was determined around the 70th
573  percentile. Regions of interest were evaluated based on their spatial correlation to active frames
574  (rval) and signal-to-noise ratio (SNR), with only components surpassing quality thresholds
575  retained. Components with rval > 0.85 and SNR > 3 were kept for further analyses.

576  Longitudinal registration of active neurons

577 We utilized an in-built CalmAn function to chronologically register ROIs of the current
578  session against the union of units of all the past sessions aligned to the current field of view
579  (FOV). It first calculates a pairwise distance matrix measuring the overlap ratio between any
580  two binarized ROIs that are close enough in two aligned FOVs. Then it solves the linear
581  assignment problem using Hungarian algorithm for the best match. This method allows
582  components from both sessions that are not matched with any other component to prevent false
583  assignments and enables the registration of sessions with different numbers of neurons. The
584  threshold for the overlap ratio (thresh cost) was set to 0.7, and the threshold of centroid
585  distance for calculating the overlap ratio (max_dist) was set to 20 pixels. By examining the
586  quality metrics, we found that units detected in more than one session have significantly better
587  quality than those detected only in one session (SNR, rval, fig. S1). Therefore, only units
588  detected in more than one session were retained for further investigation.

589  Single-neuron selectivity (Fig. 21, 3B)

590 To assess the selectivity of individual neurons over time, we performed a two-way
591  ANOVA on cue location and frequency in a sliding window across the trial. For each neuron,
592  calcium activity traces were segmented into fixed-length temporal windows (400 ms) with a
593  defined step size (200 ms). Within each window, the mean activity was computed. We used
594  two-way ANOVA to assess the effect of task variables and their interaction on neuronal
595  activity. The significance threshold was set at family-wise error rate < 0.05 (Bonferroni-
596  corrected for multiple comparisons). A neuron was considered selective if any main effect was
597  significant in any session. For population-average selectivity and correlation across sessions,
598  we used effective selectivity quantified by subtracting the chance-level selectivity estimated
599  from trial-shuffled data using permutation testing. Trial labels were randomly shuffled 100
600 times, and two-way ANOVA was recomputed for each permutation and time window. This
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601  generated a null distribution of selectivity values for each factor. The 99" percentile of the
602  corresponding null distribution was taken as the chance-level selectivity at each time window.

603  Cross-temporal decoding (Fig. 3A, fig. S2A)

604 We performed cross-temporal decoding using a linear classifier (support vector machine,
605  SVM, sklearn.svm.SVC) per animal. Neural activity was binned into sliding windows (200 ms
606  width, 200 ms step). At each time point, a classifier was trained to discriminate conditions (cue
607  location, frequency, or behavioral choice) using activity patterns across neurons. The trained
608  classifier was then tested on all other time points to generate a cross-temporal decoding matrix,
609  where each element reflects the decoding accuracy when trained at time t,.,;, and tested at time
610 t.y. To maintain statistical power in novice sessions, we included both correct and error trials
611 in the analysis; however, this inclusion did not qualitatively affect the results (fig. S2A).

612 An equal number of trials per condition was subsampled to ensure balanced class
613  representation in each training set. Classification performance was evaluated using five-fold
614  cross-validation, repeated across folds to obtain the average accuracy. This procedure was
615  repeated 100 times, and the final decoding matrix for each animal was computed by averaging
616  across all repetitions. Statistical significance was assessed via a permutation test. Trial labels
617  were randomly shuffled (100 permutations), and decoding was recomputed to generate a null
618  distribution for each matrix element. The 25" and 75" percentiles were used to mark significant
619  deviations.

620  Cross-session decoding (fig. S2B. C)

621 The cross-session decoding takes a similar procedure to the cross-temporal decoding,
622  except that classifiers (for cue location, frequency, or behavioral choice) were tested in the
623  same time window (200 ms width, 100 ms step) in other sessions using all balanced trials. The
624  final decoding accuracy for each animal was averaged across 100 repetitions.

625 We calculated the cosine similarity between their normal vectors to quantify the alignment
626  between classifier hyperplanes within the same session. Each normal vector was derived by
627  averaging the weight vectors of a linear classifier trained over 100 repetitions. Because the
628  hyperplanes are defined in the same neuronal activity space, their orientations are directly
629  comparable. For comparisons across sessions, we first identified overlapping neurons between
630  any two sessions, concatenated their activity, and applied principal component analysis (PCA).
631  The hyperplane normal vectors were then computed using the first three principal components
632  to reduce noise in population responses. Trial numbers were balanced across conditions in all
633  analyses.

634  Sparse tensor component analysis (Fig. 6A-C)

635 We bridge single-neuron activity with population representation by introducing Sparse
636  Tensor Component Analysis (STCA), which overcomes a key limitation of the previous Sparse
637  Component Analysis (SCA) framework (36): the inability to track neuronal contributions
638  across long-term recordings. Each component (SC) consists of a temporal motif, a set of neuron
639  factors, and session factors reflecting its population-level expression. We did not impose
640  sparsity on the session factors, as neurons could, in principle, contribute to task representations
641  persistently across sessions.

642 The resulting STCA incorporates session-specific factors into the dimensionality
643  reduction process, capturing how neuronal contributions to representations evolve across
644  different learning stages. Following the formulation of SCA, we determine the k sparse
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645  components in the neuronal activity X of N neurons with trial time length T under C
646  conditions across S sessions based on the linear generative model

647 X=UVT +E, D

648  where X € RT*NS is approximated by k firing activity vectors U € R¢T** and their
649  corresponding loading V € RVS*¥ with columns denoting the components. Here, E denotes
650  the residual matrix. The loading on each sparse component V; is defined as

T
651 V, = vec (V}N) v®] ) ERMS,i=1,...k )
652  where:

653 . V;(N) € RV*" is the neuron factor matrix with rank r,

654 . V;(S) € RS*" is the session factor matrix with rank r,

655 . vec(-): R%1%d2 — R%42 flattens a matrix into a vector.

656 Interpreting U; as a representation and V; as its neuronal implementation, each entry of V;
657  reflects the contribution of a given unit in a specific session. If V; € RY*S has a rank of 1, it

658  can be expressed as the outer product of a column vector vi(N) and a row vector vl.(s), indicating

659  that one single neuronal subpopulation contributes dynamically across sessions. In contrast, a
660  rank greater than 1 implies the involvement of multiple subpopulations, each with distinct
661  contribution patterns over sessions. Thus, the rank of the neuron and session factor matrices
662  determines both the number of contributing subpopulations to the representation and the
663  variability of their contributions across learning stages.

664 Compared with SCA, STCA seeks the optimal components and their neuronal
665  implementations by enforcing the sparse penalty on the neuron factor tensor VN € RkXN*7

666 Loss = ”X - UVT”Frobenius + a”V(N)Hl + ﬁ”V”%' (3)

667 instead of applying the penalty on the loading V itself, as we only assume a neuron sparsity.
668  Here, || - ||, denotes the p-norm. The parameter a controls the extent of sparsity constraint on
669  neuron factor via L, regularization, and £, set to 0.1, smoothes the loss landscape and stabilizes
670  the results across random initialization. The parameters, , k, and r, were determined by grid
671  search using two-fold cross-validation. The sparsity of each component is quantified by
672  Sparsity Index (SI), which is proportional to the kurtosis of the neuron factor distribution and
673  equal to 1 for a Gaussian distribution (36).

674  Demixing for STCA

675 We demixed the activity of n = 170 neurons, which we could follow across § =9
676  imaging sessions, from four mice for STCA. We first consider an individual neuron in a single
677  session. The activity matrix x can be decomposed into marginalizations over two parameters,
678  time (¢) and cue (¢) (36, 38)

679 X=X+ X + X + X, (4)

680  The cue-dependent part is then the cue marginalization grouped by its interaction with time,
681  because the cue is modulated by time, i.e.,

682 Xewe = X + Xec (5)

683  The resulting activity matrix for all neurons is then X € RE*N*T,
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684 The trial-wise residuals (trial activity minus the condition mean) were used to calculate
685  the across-trial standard deviation for each neuron and time point. Condition means were then
686  z-scored by dividing by this standard deviation. To prevent numerical instabilities, undefined
687  values resulting from zero variance were replaced with zeros. Conditional means from 9
688  sessions were stacked to form a matrix X € RS*¢*N*T which was then reshaped to R¢T*NS
689  for input to STCA.

690 Dynamics in implementation space (Fig. 6D)

691 We grouped neurons into two categories based on the sign of their neuron factor in SC4.
692  We chose SC4 because its session factor reversed between R2 and R3 and its least sparsity
693  index reflected broad neuronal involvement, giving a reliable basis for defining coding polarity
694  across the population. For each group, we calculated contributions to each SC in each session
695 by averaging their neuron factors and multiplying by the corresponding session factor. We then
696  obtained the scalar sum of contributions from the frequency-modulated SCs (SC2—-SC4) and
697  compared these with the contributions along the location-modulated SC (SC1).

698  Quantification of neuronal multifunctionality

699 To quantify the degree to which individual neurons participated in more than one sparse
700  component (SC) without imposing a loading threshold, we analyzed the neuron-mode factors
701  of the four-component decomposition, arranged as a matrix A of 170 neurons x 4 SCs. Because
702  the decomposition identifies each component only up to a reciprocal rescaling of its neuron
703  and session factors—the fitted temporal factors were constrained to unit norm whereas the
704  neuron factors were not (column norms 0.64—1.05)—the absolute magnitude of a neuron factor
705  is not comparable across components. We therefore L2-normalized each component's neuron-
706  factor vector across neurons (dividing each column by its Euclidean norm, without mean-
707  centering) so that the four SCs contributed on a common scale; results were confirmed to be
708  insensitive to this step (Spearman p = 0.86 between normalized and unnormalized values). For
709  each neuron n we computed the proportional squared contribution of SC i,

2
an,i

710 ni = x 2
j=1an,j

711  and summarized participation as the effective number of SCs,

2

K 2

712 N = Oy
effn — K 2 = K 4 ]

i=1qn,i i=1n,i

713 the participation ratio (inverse Simpson index) of the squared factor magnitudes. Squaring the
714 factors ensured that positive and negative loadings did not cancel, and every factor magnitude
715  was retained (no threshold was applied). Neg, ranges from 1, when a neuron's factor
716  magnitude lies entirely in a single SC, to 4, when it is distributed equally across all four SCs,
717  with intermediate values indicating graded multifunctionality; it is invariant to sign flips and
718  to rescaling of a neuron's factor vector and was treated as undefined for any all-zero neuron
719  (none occurred). Statistics were computed descriptively across the pooled population of all 170
720  neurons, reported as mean £ SD and median with interquartile range. A 95 % confidence
721  interval for the mean was obtained by a neuron-level bootstrap (10,000 replicates resampling
722  neurons with replacement; fixed seed for reproducibility). Because neurons could not be
723  attributed to individual animals in this dataset, the reported dispersion describes heterogeneity
724 across the recorded neurons and the confidence interval is conditional on this pooled sample
725  rather than an estimate of between-animal variability.
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726  Correlation analysis between STCA contrast and ANOVA selectivity (Fig. 6E)

727 To quantify the association between STCA-predicted contrast and ANOVA selectivity,
728  we derived factor-specific contrast predictors from the STCA-reconstructed condition means.
729  For each sparse component i, reconstructed temporal motifs were first averaged across
730  conditions sharing the same task variable. For cue location, the component-level contrast was
731  defined as

732 AUL(t) = U™ (t) — Ul(D),

733 where U right(t) and UJ*™(t) denote the temporal motifs associated with right- and left-cue

i
734 conditions, respectively. Analogously, the frequency contrast was defined as

735 AUS™(E) = U (£) — UV (D).

736  For neuron n in session s, the predicted contrast was then computed as the weighted sum of
737  component-wise contrasts across all sparse components,

738 Ans(®) = 2VvEaule (),
739  and
740 B, () = v PvOnuM (),

741  where Vi’(;:' ) and Vif) denote the neuron and session factors of component i, respectively.

742 Squared predicted contrasts (A2 ¢ (t), B2¢(t)) were compared with ANOVA sums of squares
743 (§8S,, SSp), since sums of squares scale with squared condition contrasts in balanced designs.
744  We used sums of squares rather than ®? because they scale directly with the squared condition
745  contrast that STCA predicts, whereas ®»? additionally divides that contrast by each neuron's
746  total variance, which STCA does not predict.

747 For each retained unit, session, and sliding-window time bin, we paired the observed cue
748  sum of squares from the 2-way ANOVA with the model-based contrast predictors. Location
749  and frequency were analyzed separately: log(1 + SSy,.) with log(1 + A%), and log(1 +
750 SSFrq) with log(l + EZ). Observed SS and predictors were stored as three-dimensional arrays
751  (neurons x sessions x time bins) and flattened into paired one-dimensional vectors over all
752  neuron—session—time entries. Spearman’s rank correlation coefficient p and the associated two-
753 sided p-value were computed with scipy.stats.spearmanr on these paired vectors.

754  Compositional Contrast Prediction Test (Fig. 6E)

755 We evaluate whether ANOVA selectivity is better predicted by single contrast
756  components or by their superposition by performing five-fold cross-validation with neurons as
757  the split unit: for each fold, we train linear models on one subset of neurons and test on held-
758  out neurons after flattening session and time dimensions, fitting separate univariate regressions
759  for each squared single-component predictor and one regression for the squared combined
760  predictor, then averaging test across folds to obtain per-component and combined performance;
761  this procedure is repeated 100 times with different random seeds to estimate stability.
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